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1. Abstract 
 
 

1.1. Objectives 
 
Almost 20 years after the implementation of the selective collection of materials like plastics, 
cans, bricks and so on by means of the yellow container there are still many doubts about the 
actual content of these yellow containers. The basic idea behind the introduction of the blue, 
gray, brown and the yellow container is that the people do a previous selection for the waste 
they generate. Next, the content of a single type of container is then recollected by a trash 
truck that takes/transports the contents of the container to recycling plants that have a specific 
recycle processes for each container. 
 
In this document the focus is on the yellow container and the goal of the recycle plant in this 
case is to separate the incoming waste streams into a number of (sub)streams of a single kind. 
Every single stream is then transported to a specific plant for an even more specific treatment: 
cans will be used to manufacture new cans, bricks will be converted in aluminum foil and 
cupboard, plastics bottles will be used to manufacture new bottles and so on. 
 
ECOEMBES estimates that about 60% of the yellow container is correctly recycled. However, this 
means that about 40% ends on the (garbage dump) or is incinerated. Of course, both situations 
are highly undesirable. Therefore, the goal of this proposal extract higher purity fractions from 
recycling and waste streams using sensor based sorting. 
 
1.2. Summary of the problem 
 
In order to be able to correctly recycle the content of the yellow bin, the recycle plants make 
the incoming waste stream pass by a number of dedicated machines. However, at the end of 
this circuit there is still an important percentage of material that cannot be correctly identified 
and is therefore incinerated or ends up at the (garbage) dump. Of course, on the one hand the 
process depends on the people's help to correctly separate their waste in the first place (at 
home), but on the other hand technology can help to increase the percentage of waste that is 
correctly separated so that recycling will be possible. 
 
1.3. Solution 

 
In order to be able to better separate the incoming waste streams into streams of a specific 
type of material, a solution is proposed that relies on a specific type of hardware in combination 
with dedicated software. In order to determine the properties of a specific material in the 
incoming waste stream the objects are analyzed by a hyperspectral camera.  
 
Hyperspectral cameras in the infrared part of the electromagnetic spectrum are known to be 
able to provide something like a digital fingerprint of the material (chemical decomposition). 
For the interpretation of this fingerprint information, a Deep Neural network is proposed. This 
network then interprets the different channels of the hyperspectral image (hypercube) to 
determine which information is most relevant to classify the materials (to determine the type 
of material based on the characteristics). 
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2. Description of the problem you are solving 
 

Waste recycling is one of the main challenges that humans face to make their way of living 
more sustainable. An average person in the USA generates 2 Kg of waste every day from 
which 0.5 Kg end up being recycled. Governments usually provide trash bins that group 
similar materials that can be easily classified without much knowledge, for example, 
plastics, paper and cardboard, glass and others. Inside of these big groups though there are 
still different materials that have to be classified even further.  
 
Recycle companies have been working on waste sorting systems for many years using visible 
and hyperspectral images with traditional machine learning algorithms. One of the more 
recent methods uses the channels of the hyperspectral images as a per pixel feature vector 
that are used by a machine learning classification algorithm to identify the class of each 
pixel. Figure 1 shows a diagram of the complete recycling process. As illustrated, waste is 
transported to the recycling plants via the garbage trucks. Inside the plant, the objects 
move through different types of mechanical filters that split the waste depending on the 
material. Materials that are not separated by these methods will arrive to the inspection 
machine where they are finally classified and separated.  
 

 
Figure 1. Illustration of the recycle process 

 
In visible image neural network classification, segmentation and object detection 
characteristics such as shape, color, and other patterns are used to distinguish between the 
objects of different classes but relaying in such characteristics while working with residues 
will face some challenges. First, objects will be crushed in the transportation phase to 
reduce its volume. Second, the same products from different manufacturers will have a 
different packaging design and color. Moreover, the same product may get changed its 
packaging over time. Third, the same material may be used for completely unrelated 
objects. These constrains will introduce high interclass variability thus making the learning 
process more complex.  
 
Unlike visible images, hyperspectral images using the short wave infrared (SWIR) spectrum 
generate different spectral responses for each material. The usage of this spectral 
information will help the model because it can rely on data related with the physical and 
chemical composition of the object instead of relying on packaging colors or shapes 
(texture). Figure 2 shows the spectral information of some common plastics. It can be 
observed that the shapes of the graphs are quite different. 
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The dataset used in the development of the project was challenging, not only for the novelty 
of using hyperspectral data itself but also because of the high class unbalance and the 
presence of a class of unknown objects. These are objects that are present on the images 
but that it was unable to correctly annotate them. 
 

 
Figure 2. Spectral response of some plastics 
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3. Implementation of the solution 
 

3.1. Architecture, technology, and data used. 
 

3.1.1 Architecture. 
 

We based our approach on a Unet network on-top of which we applied some layer 
modifications to be able to use it as hyperspectral segmentation model. We used a 
convolutional approach instead of a simple pixel classification to avoid the lack of spatial 
consistency that was observed using SVM and MLP on the preliminary tests. We divided this 
section in 4 parts. First, we explain the baseline model, its limitations and how 
hyperspectral data is fed into it. Secondly, we propose several normalization methods to 
be used as pre-processing for the hyperspectral data. Third, we present some 
modifications to the original baseline to allow spectral features to be learned easily. 
Finally, we make some modifications in the loss function to reduce the influence of wrongly 
labeled data present in our dataset. 

 
Baseline implementation 

We used as a basis a standard implementation of the Unet with a ResNet18 backbone 
(Figure 3). As the model depends on a RGB input, we had to do a small modification on the 
input layer to allow for higher number of bands from the hyperspectral images to be fed 
in. Note that this modification is only applied to the input layer and that the rest of the 
network remains unchanged. As only the input layer is changed, the capacity of the 
network to learn features remains the same and therefore we expect the network not to 
be able to fully integrate all the hyperspectral bands. Then, one baseline network is the 
original Unet with the Resnet18 backbone that will be used for classifying RGB images and 
we refer to it as RGBUnet. The other baseline, called HypUnet, is the explained 
modification that allows the usage of hyperspectral images on the Unet.  

 
Figure 3. U-NET Network Architecture 
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We performed a preliminary test on a dataset of SWIR and color images to determine the 
appropriate backbone size, loss function and optimizer. With respect to the backbone size, 
by trying different ResNet backbones, we achieved similar performance while the training 
time increased significantly when using the bigger backbones. For this reason we choose 
the smaller available, ResNet18. We compared Cross-entropy, Dice Coefficient, and 
Jaccard index and obtained the best performance with Dice Coefficient as loss function. 
The huge big skew in the dataset towards the background class reduced the ability of the 
network to learn properly the other classes. After some testing with different solutions 
and approaches we obtained the best performance by applying a multiplier of 0.1 to the 
background’s loss. This multiplies the loss accumulated by that class only, meaning that 
false positive predictions from other classes in background areas are kept. Unless stated 
otherwise, we use Adadelta optimizer and Imagenet weights for the initialization. 

Input normalization 

RGB images usually have an 8 bit range that before it is feed to the network is mapped 
into the range between 0 and 1 to control the gradients during the minimization process. 
Many methods could be applied to perform this normalization, but usually simple methods 
like standard normalization or even dividing by the maximum value are enough. 
Hyperspectral images in our dataset are captured with a 16 bit sensor, meaning that they 
range from 0 to 65536 though most of the values go from 0 to 3000. In addition, the data 
distribution on our dataset is highly skewed towards the background class as there are 2 
orders of magnitude more pixels than second more common class. Knowing these 
constraints we propose some normalization methods. 

Proposed neural network modifications 

As mentioned in the introduction, at the start of this project, preliminary tests were 
carried out with a SVM classifier and a MLP to see what results could be obtained by taking 
the spectrum of a pixel as a feature vector. We saw that the predictions lacked spatial 
consistency as they are applied in a per pixels basis without taking into account the 
surrounding information. To tackle this issue we then proceed to work with segmentation 
neural networks. Our first modification of Unet was very straightforward. We split the 
spectrum into 3 parts and calculated the mean in each one of these. In this way we 
obtained 3 bands that were used as input of the network. This was applied for both SWIR 
(224 bands) and VNIR (112 bands) images, obtaining a slight improvement when using the 
SWIR compared to the RGB with the same size. VNIR did not perform better due to its 
lower spatial resolution and the fact that it operates in the visible spectrum, thus facing 
the same problems as visible images.  

This band reduction was obviously very extreme and handcrafted, so we start looking for 
ways to treat this. One approach is to use 1x1 convolutions [1,2]. First, we used a network 
in network architecture that simulates an MLP using 1x1 convolutions and second we 
proposed 1x1 convolutional layers as a solution for extracting spectral features. We 
introduced 1x1 convolutions at the beginning of network to reduce the number of bands 
to 3. This way we obtained similar effect as our first approach but instead of handcrafting 
the bands ourselves, these could be learned by the network in training time. As the 
performance was not as high as directly feeding all the bands to the network, we made a 
final modification. We increased the filter size at the end of the 1x1 convolutional block 
so the band selection was not as harsh as before. This final modification is the one we 
choose to form part of the final solution as the performance of the previous ones was not 
significant. As the performance of the 1x1Unet was not better than the SWIR baseline, we 
proposed also a wider encoder network (WUnet) that aims to solve the bottleneck 
deficiencies of the previous one: 
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1. 1x1 convolutions (1x1Unet): This modification consists in introducing two 1x1 
convolution layers with 192 and 128 filters after the input layer. The idea is that 
these layers learn spectral-wise features that help the network distinguish better 
the data. As the sizes of the Unet encoder are maintained the encoder will have 
the following filter sizes: 192,128,64,128,256,512. Note the bottleneck in the first 
layers. This is intentional, as the 1x1 convolutions make the network learn only 
spectral-wise features. We wanted the network to do some band selection so that 
only the more significant bands/features are kept. 

2. Wider encoder (WUnet): The idea behind this modification is to avoid a bottleneck 
at the beginning of the network that can induce a loss of the spectral information. 
Unlike in the previous modification, in this one we do not add any 1x1 convolution. 
Therefore, we are not learning only spectral-wise information and we cannot 
assume that a bottleneck would simulate a band selection. This bottleneck is 
produced by the lack of filters in the first layers of the network. For example, our 
baseline network has 64 filters in the first layer compared with the 224 bands that 
will receive as input when using SWIR images. For this reason we propose changing 
the amount of initial encoder filters to 200,300,400,512 from 64,128,256,512. The 
choice of these values is not a coincidence. The amount of filters in the first layer 
is close to the number of bands of the SWIR images and bigger than the VNIR one 
avoiding any possible bottlenecks. Also, we considered that higher amounts of 
filters would increase the training time and thus we tried to keep them relatively 
similar to the amount of input bands. Due to the modifications in the amount of 
filters, the weights are randomly initialized. 

3.1.2 Data used. 
 

The dataset for this project was created by PICVISA. The residues were real samples 
provided by the recycling centers. The images were taken over a belt that transports the 
waste, and as result of this, some object may appear cut in the edges of the images. The 
handcrafted annotations were done by an external company for the RGB images, but as it 
can be difficult to differentiate between different types of materials, they used their 
segmentation tool based on machine learning to suggest labels and identify possible 
mistakes in the annotations. These annotations were then stored both as bounding boxes 
and as masks. This dataset contains images taken at the same time with RGB, VNIR (visible 
near infrared) and SWIR cameras with high spatial overlapping between them. 

1) The RGB camera is an AViiVA SC2 CL linear camera with a resolution of 4096 pixels for 
line. The images in the dataset are down-sampled to 1384x384x3. This camera has a cost 
of 1k €. 

2) The SPECIM FX10 is a hyperspectral linear camera with 1024 pixels of resolution for each 
line with a spectral range from 400 to 1000 nm in 224 channels. The images provided in 
the dataset have a resolution of 256x96x112. To improve the SNR (signal to noise ratio) a 
2 pixel binning was applied to the spectral resolution. This camera has a cost of 15k€. 

3) The SPECIM FX17 is a hyperspectral linear camera with 640 pixels of resolution for each 
line with a spectral range from 900 to 1700 nm in 224 channels. The images provided in 
the dataset have a resolution of 320x96x224. This camera has a cost of 50k€. 

To be able to justify the high difference in cost between these cameras hyperspectral data 
should bring a significant increase on segmentation performance. As only the RGB images 
were annotated, we had to transform these masks to obtain the corresponding 
segmentation for the other cameras. For this, as cameras share most of viewpoint we 
implemented a standard warping algorithm. 
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First, the transformation matrices were obtained using the least squares homography 
method. This simpler algorithm was used because each one of the points was placed 
manually so each of them had an accurate correspondence. After obtaining the 
transformation matrices from RGB to VNIR and from RGB to SWIR, we converted the 
coordinates of the bounding boxes and transformed the masks. The dataset contains 3179 
shots and each shot 3 images taken with the 3 cameras installed. There are 24 classes 
including Background and Unknown which is a class assigned to all objects that during the 
annotation process it was not possible to identify which material it was made of. The 
dataset was divided in train, test and validation sets with a distribution of 60%, 20% and 
20% respectively. The dataset that we were facing is highly unbalanced. Some classes lack 
samples both object-wise and pixel-wise. The amount of pixels of the Background class is 
about two orders of magnitude bigger than the second most common class. The dataset 
therefore, is highly skewed towards this background class. 

 
3.1.3 Implementation. 

 
After preparing the standard U-NET architecture (using a ResNet18 backbone for feature 
extraction) to work with hyperspectral images and after incorporating some extra 
modifications (1x1 convolutions and a wider encoder) the final network was implemented 
using the Keras environment. 

Also, to be able to have a visual impression of the results, we created a simple GUI 
interface where we can visualize several images and compare them. Examples are shown 
in  

Figure 4 and Figure 5. The three images on the left correspond to the RGB camera and the 
three images on the right refer to the hyperspectral images (NIR).  

The images on the bottom are the original images. In the middle of the screen, the Ground 
Truth images are shown and on the bottom, show the prediction based on the RGB images 
and the hyperspectral images (NIR). In order to interpret the NIR images we added an extra 
feature: by clicking a pixel with the mouse the corresponding spectrum is shown on the 
graph on the right. 

 

Figure 4. Graphical Interface: selecting the cap of the bottle 
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This feature allows us to show an interesting phenomenon that illustrates one of the 
difficulties of separating waste. The bottle that in the Ground Truth is labelled as 
completed white is in fact a bottle that consists of three types of materials. The cap, the 
bottle (body) and the bottle’s label are in fact three different materials and the thing is 
that the network indeed comes up with three different materials. 

 
Figure 5. Graphical Interface: selecting the bottle body 

 
3.2. Challenges solved and results obtained. 

 
In this paper we showed how hyperspectral images, more specifically SWIR ones, can help us 
improve the performance of segmentation predictions on waste recycling. We established a 
baseline by modifying the input size of an Unet Resnet18 to be able to fit hyperspectral images. 
Then we proposed two modifications to integrate better the spectral data of these images. 
From these modifications, one of them, WUnet, improved the performance with respect the 
baseline thanks to its wider layers at the beginning of the network. On the other hand, we were 
expecting 1x1 convolutions to work well as a band selection mechanism, but more work needs 
to be done in order to conclude whether it can be rejected. Confusion matrices showed that 
some of the classes were difficult to differentiate as their spectral composition was similar. We 
grouped them improving the performance and removing the clusters in the confusion matrices. 
We worked with a very challenging dataset, and although there are still problems with the 
annotations, we managed to overcome some of these by modifying the weight of the challenging 
classes and in the case of the unknown class by modifying the loss function itself to ignore it. 
When training with hyperspectral images, we saw a clear advantage on using SWIR images over 
VNIR or RGB. The more significant spectral data helps differentiate better between the 
different materials present in our dataset. However this does not mean that VNIR and RGB 
cameras should be discarded right away, the project is still ongoing and there is a lot of room 
for improvement in regards to performance and look for a trade-offs between performance and 
cost. 
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3.3. Current limitations of the Technology. 
  

The current solution is written in Python and is based on Keras. In order to come up with a real-
time solution for an industrial environment, the solution has to be ported to a native language. 
One possible solution is to convert our solution (architecture and weights) to TensorRT. The 
network has been trained using a specific dataset that incorporates 15 types of materials. In 
order to use the current solution, the network has to be trained for the types of materials that 
make up the waste stream. 

 

4. Potential impact of the solution. 
 

The solution can be implemented in a camera setup in waste recycling plants, but one may 
focus on food inspection as well. In the end the solution specializes in classifying pixels in 
hyperspectral images that are able to reveal very interesting information in a wide range of 
applications.  
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